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1 EXECUTIVE SUMMARY 
 
This deliverable presents a color management pipeline which can be used to translate image 

appearance between viewing scenarios which differ with regard to various relevant parameters. This 
pipeline is derived as a combination of a number of direct translation methods, each having been 

independently validated for converting between image representations which differ for a particular 
viewing condition parameter (viewer physiology, display spectral power distribution, size/viewing 

angle, dynamic range, color gamut, and ambient illumination color and luminance). The following 

deliverable will summarize the independent research efforts undertaken to derive each method, and 
then a preliminary architecture is presented, showing how all of the methods can be used in 

conjunction in a way which complies with our current understanding of how their physiological 
analogues are ordered in the visual pathway. The modularity of the architecture is highlighted, and a 

discussion is given on how it can be useful in the greater context of color management/color 
appearance and vision modelling. Finally, a strategy for computationally simplifying the methods is 

discussed. 

 

2 OBSERVER METAMERISM 
 

2.1 Background 
 

One of the essential mechanisms employed by the human visual system when interpreting the natural 
world is that of trichromatic integration of a physical scene spectrum into three color channels. Our 

color perceptions are initially informed by the balance between these three channels, as opposed to 
interpreting the continuous spectral characteristics of the scene. This means that the same color 

sensation can be achieved by different physical spectra. This visual phenomenon, known as 

metamerism, is the reason why imaging systems exist which can produce stunning reproductions of 
scenes similarly using a three-channel integration. Determining a proper metameric match, however, 

requires the specification of a color matching function (CMF), which essentially describes the spectral 
sensitivity characteristics of a human observer (Figure 1). Multiplying each channel (representing 

long, medium, and short wavelength [L,M,S] cones) by the scene spectrum and integrating gives an 

observer's LMS response to the scene. The trouble, however, comes in defining the CMF. In the late 
1920s William David Wright [1] and John Guild [2] each performed color matching experiments where 

red, green, and blue lights were adjusted to match the single wavelength output of a monochromator 
at increments across the visible spectrum of light. The responses of observers were averaged, 

resulting in the CIE 1931 color matching functions which have become the standard for use in motion 
picture color engineering. Reliance on this average function to optimize transforms which are 

intended to match between displays of different spectral quality can lead to color management 

inconsistencies, as the physiological color matching functions of individuals can vary significantly from 
person to person. 

 

 
Figure 1. CIE 1931 Color Matching Functions commonly used in colorimetric measurements. 
 

This variation is due to a wide range of factors including genetics, age, health and lifestyle factors like 
whether the observer is a smoker, is overweight, has diabetes, etc. Together, these factors can cause 

variation in the observer's optical pathway (density variation in the lens, macula, and retinal 

photopigment - altering the spectral characteristics of light reaching the photoreceptors) as well as 
shifts in the peak sensitive wavelengths of the photoreceptors themselves [3].  
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While variation in these factors may only cause subtle or undetectable errors in cases where the 

display primaries are spectrally broadband (Xenon lamp projectors, cathode ray tube displays film 
dyes, etc.), narrow-band primary displays like laser projectors can exacerbate differences. 

Unfortunately, these narrow band spectral architectures are required to meet the high purity 

primaries specified in the current wide color gamut standard, Rec. 2020. In order to assess the 
magnitude of these variations in a practical color grading scenario, Asano et al. conducts a color 

matching experiment in [4] where 28 observers were asked to make matches between images 
displayed on an LCD monitor and on a Pico laser projector using L*a*b* controls. The results of 

several observers are shown in figure 2a, compared to the match predicted using the CIE 1964 
standard observer. To analyze the results, the group compared the intra to inter-observer variability 

and found that each observer had an average match point that was significantly different from others. 

 

a)  b)  
Figure 2. a) matching responses of several observers from [4], compared side by side providing a 

visualization of the potential variability which could result between observers matching a laser 
projector and LCD screen and b) average responses from [4] for each individual observer surrounded 

by their intra-observer error tolerances.  

 
In order to simulate the color matching variance which could occur in a population of observers, 

Asano and Fairchild developed a model which considers 10 parameters (age, visual degree exposure 
to stimulus, lens pigment density, macular density, peak optical density for L, M, and S 

photopigments, and deviations in peak sensitivities for the L, M, and S cones) which can be measured 

from an observer's physiology [3]. Then, a series of studies were collected which reported inter-
observer variability in relation to these factors, and their results were analyzed to obtain standard 

deviation values for each parameter. Then, a Monte-Carlo simulation generating 10,000 random 
color-normal observer CMFs considering these standard deviations was conducted. 

 
Taking inspiration from the observer grouping experiment of Sarkar [5], Asano and Fairchild show 

that this large group of color matching functions can be simplified into a limited set of categorical 

observers using a k-medoids clustering algorithm [6]. This technique is similar to k-means, however 
its output is restricted to be a function within the set generated by the physiological model such that 

the categories produced could represent actual observers rather than functions produced as an 
average between them. The grouping of observers into a small number of categories allows for a 

simplification of population variability for practical applications, while still making a significant 

improvement in color matching prediction compared to the use of a single standard observer. This 
was tested through a series of simulations matching a white patch rendered using different display 

combinations (color checker illuminated by D50, patches displayed on LCD, OLED, and laser 
projectors). Using a large set of ground truth observers, a three-channel scaling factor was 
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determined for each observer to make a perfect match between every combination of conditions. 
Then, the match values for the test display are converted to CIE 1931 tristimulus values via a 3x3 

matrix estimated using linear regression. The values are then converted to L*a*b* and their Delta E 
(DE) difference to the nearest categorical observer’s match is taken. The mean of the group of 

observers is then calculated, and the simulation is repeated with an increased number of categorical 

observers (adding additional categories in order of their improvement to overall error). The results 
are shown in Figure 3. Using a single observer category (equal to the CIE perceptual observer given 

an observer age of 38 and a 2-degree field size), the highest average error of 5 DE is obtained in the 
case of comparing an LCD screen to a laser projector. It can also be seen that the improvement in 

terms of average error slows significantly when approaching the 10-observer mark. 

 
Figure 3.  Average DE error between ground truth observer matches and the match generated for the 

nearest categorical observer, as a function of the number of categorical observers allowed. 

 
For the categorical observers to be used in practical color management workflows, all individuals 

making color critical decisions should be characterized. To accomplish this, several "observer 
calibration" methods have been proposed. In general, these involve method of adjustments color 

matching between color patches shown on spectrally dissimilar displays or are forced choice 

comparison experiments between different observer category renderings. Sarkar proposes a 
methodology in [5] where observers are presented a series of color patch pairs and are asked to 

report the quality of the match between the two via a three-choice scale (not acceptable, acceptable, 
satisfactory.) The color patch pairs are generated to each be a match for a specific observer type 

given the displays used in the experiment. The results are tallied via a weighted scoring scheme 
which puts a high penalty on unacceptable matches, a low reward for acceptable matches, and a high 

reward for satisfactory matches. 

 

2.2 Simulation 
Given a categorical 𝐶𝑀𝐹 consisting of (𝐶𝑀𝐹𝐿, 𝐶𝑀𝐹𝑀, 𝐶𝑀𝐹𝑠) and 2 x three channel sets of display 

primary spectra (𝑑𝑖𝑠𝑝𝑋𝑟
, 𝑑𝑖𝑠𝑝𝑋𝑔

, 𝑑𝑖𝑠𝑝𝑋𝑏
), each sampled from 390-780nm at 5nm increments, we 

intend to find the display linear RGB scalars to send to the second display in order to match the 𝐿𝑀𝑆 

cone excitations that resulted from displaying a given 𝑅𝐺𝐵 triplet on the first display. The categorical 

𝐶𝑀𝐹s are generated with the model from [3] using the 10 categorical parameters from Table 1 of 

[6]. No extra normalization steps are applied to this data. The state of the display when the primary 

spectra were measured is unknown, so we find scalars for each primary such that at maximum drive 

value they produce the same 𝑋𝑌𝑍 values as prescribed for the white point of Rec.709 for 𝐶𝑀𝐹𝑟𝑒𝑓, 

which is the CIE 2-deg observer response to a D65 match on a Cathode Ray Tube display, which we 

call 𝑋𝑌𝑍𝐷65.  

This procedure for calibrating display 𝑋 is conducted in the following way: 



  

 
  
 

 
SAUCE_D5.8_Report on environment adaptation B_30-06-2020_UPF 
 

Page 8 of 39 

 

                              𝑠𝑝𝑑𝑋 = (𝑑𝑖𝑠𝑝𝑋𝑟
) + (𝑑𝑖𝑠𝑝𝑋𝑔

) + (𝑑𝑖𝑠𝑝𝑋𝑏
)    (1) 

                                     𝑘𝑋  =  1/ ∫ 𝑠𝑝𝑑𝑋  ∗  𝐶𝑀𝐹𝑟𝑒𝑓𝑀
 𝑑𝜆   (2) 

𝑓𝑜𝑟 𝑖 =  𝑟, 𝑔, 𝑏 

𝑓𝑜𝑟 𝑗 =  𝑙, 𝑚, 𝑠 

                                         𝑖𝑗 =  𝑘𝑋 ∫ 𝑑𝑖𝑠𝑝𝑥𝑖
∗ 𝐶𝑀𝐹𝑟𝑒𝑓𝑗

𝑑𝜆   (3) 

                                       𝑚𝑎𝑡𝑐𝑎𝑙 =  

𝑟𝑙 𝑔𝑙  𝑏𝑙

𝑟𝑚 𝑔𝑚 𝑏𝑚

𝑟𝑠 𝑔𝑠 𝑏𝑠

    (4) 

                                        𝑐𝑎𝑙𝑋𝑟𝑔𝑏
= 𝑚𝑎𝑡−1 ∗ 𝑋𝑌𝑍𝐷65               (5) 

Then, we carry normalization factors 𝑘𝑋 and calibration scalars 𝑐𝑎𝑙𝑋𝑟𝑔𝑏
 for both displays (𝑑𝑖𝑠𝑝1 , 𝑑𝑖𝑠𝑝2) 

to the matching step, along with 𝐶𝑀𝐹𝑡𝑒𝑠𝑡, the chosen categorical observer for the match: 

𝑓𝑜𝑟 𝑖 =  𝑟, 𝑔, 𝑏 

𝑓𝑜𝑟 𝑗 =  𝑙, 𝑚, 𝑠 

                                           𝑖𝑗 =  𝑘2 ∫ 𝑐𝑎𝑙1𝑖
∗ 𝑑𝑖𝑠𝑝1𝑖

∗ 𝐶𝑀𝐹𝑡𝑒𝑠𝑡𝑗
𝑑𝜆  (6) 

                                       𝑚𝑎𝑡1 =  

𝑟𝑙 𝑔𝑙  𝑏𝑙

𝑟𝑚 𝑔𝑚 𝑏𝑚

𝑟𝑠 𝑔𝑠 𝑏𝑠

    (7) 

 

Now, we have the forward transformation matrix 𝑚𝑎𝑡1, for 𝑠𝑝𝑑1 as seen by categorical observer 

𝐶𝑀𝐹𝑡𝑒𝑠𝑡. Given the display linear RGB values of the image mastered on display 1, this matrix will 

convert to the LMS cone signal values as observed by observer 1. We now want to find the inverse 

transformation matrix 𝑚𝑎𝑡2, with which we can apply to the LMS values to find the RGB values to 

scale 𝑠𝑝𝑑2 so 𝐶𝑀𝐹𝑡𝑒𝑠𝑡 gets the same excitation while viewing display 2. So, we repeat Equations 6 

and 7 for the case of 𝑠𝑝𝑑2 and apply 𝑚𝑎𝑡1 and 𝑚𝑎𝑡2
−1 to the display linear input, 𝑅𝐺𝐵𝑙𝑖𝑛1

. 

 

 

 

 

𝑓𝑜𝑟 𝑖 =  𝑟, 𝑔, 𝑏 

𝑓𝑜𝑟 𝑗 =  𝑙, 𝑚, 𝑠 

                               𝑖𝑗 =  𝑘2 ∫ 𝑐𝑎𝑙2𝑖
∗ 𝑑𝑖𝑠𝑝2𝑖

∗ 𝐶𝑀𝐹𝑡𝑒𝑠𝑡𝑗
𝑑𝜆          (8) 

                           𝑚𝑎𝑡2 =  

𝑟𝑙 𝑔𝑙  𝑏𝑙

𝑟𝑚 𝑔𝑚 𝑏𝑚

𝑟𝑠 𝑔𝑠 𝑏𝑠

    (9) 

                       𝑅𝐺𝐵𝑙𝑖𝑛2
= 𝑚𝑎𝑡2

−1 ∗  𝑚𝑎𝑡1 ∗ 𝑅𝐺𝐵𝑙𝑖𝑛1
   (10) 

Using this procedure, any image mastered on display 1, after inverting the non-linear decoding 
function of the monitor can be transformed to its display linear representation on display 2. For our 
purposes, we add an additional step to convert the 𝑅𝐺𝐵 input or output to CIE 2-deg XYZ such that 

we can pass our results to objective error metrics. 
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Starting with 𝑚𝑎𝑡𝑐𝑎𝑙, we scale each of the coefficients by its corresponding primary calibration value 

𝑐𝑎𝑙𝑋𝑟𝑔𝑏
, giving us the CIE 2-deg tristimulus values for each display primary 

 

           𝑋𝑌𝑍𝑐𝑎𝑙 =  

𝑟𝑙 ∗ 𝑐𝑎𝑙𝑋𝑟
𝑔𝑙 ∗ 𝑐𝑎𝑙𝑋𝑔

 𝑏𝑙 ∗ 𝑐𝑎𝑙𝑋𝑏

𝑟𝑚 ∗ 𝑐𝑎𝑙𝑋𝑟
𝑔𝑚 ∗ 𝑐𝑎𝑙𝑋𝑔

𝑏𝑚 ∗ 𝑐𝑎𝑙𝑋𝑏

𝑟𝑠 ∗ 𝑐𝑎𝑙𝑋𝑟
𝑔𝑠 ∗ 𝑐𝑎𝑙𝑋𝑔

𝑏𝑠 ∗ 𝑐𝑎𝑙𝑋𝑏

   (11) 

then, convert to chromaticity values. 
𝑓𝑜𝑟 𝑖 =  𝑟, 𝑔, 𝑏 

𝑥𝑖 =
𝑋𝑖

𝑋𝑖 + 𝑌𝑖 + 𝑍𝑖

 

                                     𝑦𝑖 =
𝑌𝑖

𝑋𝑖+𝑌𝑖+𝑍𝑖
                                 (12) 

𝑧𝑖 =
𝑍𝑖

𝑋𝑖 + 𝑌𝑖 + 𝑍𝑖

 

 
Finally, we derive the primary matrix 𝑃𝑀 like so 

 

                                  𝐶 =  

𝑥𝑟 𝑥𝑔 𝑥𝑏

𝑦𝑟 𝑦𝑔 𝑦𝑏

𝑧𝑟 𝑧𝑔 𝑧𝑏

    (13) 

 

                                    𝐽 = 𝐶−1 ∗

𝑥𝑤ℎ𝑖𝑡𝑒

𝑦𝑤ℎ𝑖𝑡𝑒

1
𝑧𝑤ℎ𝑖𝑡𝑒

𝑦𝑤ℎ𝑖𝑡𝑒

    (14) 

 
                                                         𝑃𝑀 = 𝐶 ∗ 𝑑𝑖𝑎𝑔(𝐽)                   (15) 

 
Finally, by applying 𝑃𝑀 to 𝑅𝐺𝐵𝑡𝑒𝑠𝑡2

, we get the CIE 2deg tristimulus values of the observer match, 

𝑋𝑌𝑍𝑡𝑒𝑠𝑡2
. 

 
                                 𝑋𝑌𝑍𝑡𝑒𝑠𝑡2

= 𝑃𝑀 ∗ 𝑅𝐺𝐵𝑡𝑒𝑠𝑡2
   (16) 

 
 

 
 

2.3 Methods 
 

In order to test the pipeline presented above, we performed a series of simulations using a collection 
of display pairs, a set of images, and the 10 categorical observers proposed by Asano and Fairchild 

(Figure 4). Our display collection is a subset of those tested in the experiment shown in Figure 3, and 

includes the following: Sony BVM CRT, Apple Cinema CCFL backlit LCD display, Samsung Galaxy S3 
OLED, Dreamcolor LED backlit LCD, IMAX laser projector, PTAX200U LCD projector. The primary 

spectra at maximum drive value for each display are shown in Appendix A. In this simulation, for each 
image and display pair, we generate a match for every observer to be shown on the second display in 

the pair to match the reference image shown on the first. We then take the difference between each 

observer match and a reference observer match, simulating the range of error one could encounter 
among a population when calibrating the two displays to a single reference observer like the CIE 2-

deg CMF. We also performed this experiment for patches at the display maximum drive values and at 
white. The results are shown in Table 1 in terms of two different error metrics – mean (across all 

pixels in the image, all observers in the set) DE 1976, and the observer metamerism metric of [7]. 
This metric is calculated as the number of pixels over the just noticeable difference threshold, which 

we convert to the percentage of image area with noticeable differences. In addition, we show the 

standard deviation in mean DE among the observer set. 
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Figure 4. Ten categorical observers from [6] 
 

 
 

 

 
 

 
 

 
 

 

 
Table 1. Metamerism simulation results for a subset of images, display primaries. Top row: mean 
Delta E 1976 error between observer categories and reference observer, averaged over image pixels 

and categories. Center row: standard deviation between mean delta E 1976 averaged over image 
pixels for different observer categories. Bottom row: % image area over 2 delta E 1976, averaged 

over observer categories. 
 

Pair red green blue white carousel2 carousel3 face9 showgirl arrival bark drive

CRT v. CCFL 0.7983 1.8006 6.3127 2.01E+00 1.224456 0.339307 1.545171 0.493729 1.474984 0.763182 1.648238

CCFL v. LED 2.0306 4.3832 8.2058 2.67E+00 1.239517 0.523674 2.232613 1.054317 2.009268 1.391587 1.79128

CCFL v. OLED 1.3361 3.0115 5.1333 4.28E+00 1.512021 0.563678 3.296286 0.872524 2.774725 1.597657 2.668517

pLCD v. IMAX 2.3806 3.0857 5.8447 5.25E+00 1.831799 0.715861 4.074537 1.239242 3.388839 1.9183 3.277945

CCFL v. IMAX 3.0325 3.7443 7.5879 6.76E+00 2.370226 0.915522 5.241352 1.564512 4.362355 2.456679 4.231

CRT v. IMAX 2.4843 3.8391 12.5768 8.563 3.477554 1.107763 6.520314 1.591194 5.470243 2.893485 5.664095

CRT v. CCFL 0.3775 0.5066 2.2424 1.29E+00 0.482891 0.129895 0.965177 0.166082 0.727941 0.370507 0.754679

CCFL v. LED 1.2487 2.4912 4.8464 1.66E+00 0.572308 0.199215 1.335438 0.609068 0.816208 0.791345 0.427895

CCFL v. OLED 0.7191 1.8918 2.9263 2.53E+00 0.899145 0.311922 1.93022 0.478105 1.612258 0.918649 1.571663

pLCD v. IMAX 1.4319 1.4106 3.6993 3.41E+00 1.172921 0.448108 2.636748 0.755381 2.182393 1.224729 2.115761

CCFL v. IMAX 1.7197 2.2015 4.6522 4.22E+00 1.458193 0.551819 3.255631 0.919524 2.696679 1.524964 2.619066

CRT v. IMAX 1.2582 1.1187 7.1173 5.0955 1.970199 0.629698 3.88446 0.92054 3.219928 1.698976 3.273554

CRT v. CCFL 20.95263 2.389843 28.72486 2.167974 24.11179 6.099328 36.82089

CCFL v. LED 20.01804 6.729381 49.75161 16.07672 43.40723 23.84172 37.27679

CCFL v. OLED 27.77469 7.827236 63.10295 13.11692 53.52619 28.39739 51.67089

pLCD v. IMAX 34.83337 11.49901 73.04991 20.10305 63.73753 35.14508 62.14386

CCFL v. IMAX 44.53949 15.56099 79.93207 26.23916 70.83042 44.66531 68.02229

CRT v. IMAX 57.57633 18.64983 88.15815 26.46572 78.71749 50.38441 76.38507
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We can see from the results in Table 1 that the error values for the primary colors give a fairly good 
indication of the amount of error we expect to see in the image. For example, there exists a large 

degree of error between observers for the blue primary and for white, so images with large blue or 
white regions tend to have a greater degree of metamerism error. 

 

Before a recommendation for the use of these categorical observers for post-production color 
management can be confidently made, a psychophysical experiment must be performed to confirm 

that they consistently result in display matches for real observers. We plan to conduct an experiment 
on the premises of the TSF rental house in Paris, where a screening room is located equipped with a 

Christie CP4230 Xenon projector and a Barco DP4k 13BLPHC laser projector. The projectors will be 
calibrated to match for the CIE 2-deg observer as dictated by DCI standards. Observers will be 

presented with a series of images displayed on both projectors and will be asked to rate the quality of 

the match on the following scale (1- unacceptable match, 2 - acceptable match, 3 - satisfactory 
match.) Following this, the experiment will be repeated using the classification method from Sarkar 

which employs a set of color patches instead of natural images. The results from each experiment will 
be tallied using the weighting system described in [5] and compared between the natural image and 

synthetic stimuli tests. If we find that the classifications from the natural image experiment 

consistently match those of the synthetic stimuli experiment, we will have some confirmation that the 
categorical observers allow for consistent matches in post-production scenarios. 

 
If the psychophysical experiment reveals that observers can be reliably assigned to these categories, 

and that the use of the categories results in better matches between displays, we propose their use in 
a post-production pipeline in the following way. First, all color critical observers will need to be tested 

for their categorical observer type. Then, the displays upon which they work will need to be 

characterized in terms of their decoding non-linearity, as well as their primary spectra at maximum 
drive value. Then, a reference representation (display, observer) of the images can be selected (the 

colorist and their primary reference monitor, for example.) Then, for each destination 
display/observer pair, the process described in equations 1-10 can be carried out, using the relevant 

calibration standard for the reference observer and white point in equations 1-5, the reference display 
data for Equations 6,7 to derive 𝑚𝑎𝑡1, and the destination display data for Equations 8,9 to derive 

𝑚𝑎𝑡2. Then, taking the display linear representation of the image mastered by the colorist on their 

reference monitor, we can apply the 3x3 transformation we receive from 𝑚𝑎𝑡2
−1 ∗  𝑚𝑎𝑡1, apply the 

inverse of the destination monitor decoding gamma, and display the result. Using this procedure, any 

color management inconsistency in the pipeline related to observer metamerism could be greatly 
reduced. 

 

 

3 CHROMATIC ADAPTATION TO THE SURROUND 
 

3.1 Background 
 

Chromatic adaptation considering competing influences from emissive displays and ambient 
illumination is a little studied topic in the context of color management in proportion to its influence 

on displayed image appearance. An experiment was conducted to identify the degree to which 
observers adapt to the white point of natural images on an emissive display versus the color of 

ambient illumination in the room. The responses of observers had no significant difference from those 

of a previous experiment which was conducted with roughly the same procedure and conditions on a 
mobile display with a significantly smaller viewing angle. A model is proposed to predict the degree of 

adaptation values reported by observers. This model has a form such that it can be re-optimized to fit 
additional data sets for different viewing scenarios and can be used in conjunction with a number of 

chromatic adaptation transforms. 

 
The previous study [8] aimed to characterize degree of adaptation to the display versus the surround 

for a mobile viewing scenario under six ambient lighting conditions (10000K, Illuminant A, and 2200K 
CCTs at brightness levels 5 and 102 𝑐𝑑/𝑚2). In this experiment, observers were presented a series of 

images (1 synthetic and 2 natural) on a mobile display under standard HDTV mastering 
environmental conditions (D65, 5 𝑐𝑑/𝑚2) and were later asked to recreate the images via a 1D white 
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balance control after adapting to the various ambient illumination conditions. The control scheme was 
based on a von Kries [9] mixed-adaptation transform which shifted the white point of the image on 

screen along a vector in 1976 u'v' space connecting the display and ambient white points. The results 
of the experiment demonstrated that the illumination color, brightness, and image content (synthetic 

vs. natural) were all statistically significant factors, leading to a range of results showing observer 

adaptation to be controlled between 26 and 90% by the display, considering experimental error 
tolerances. 

  
Our contributions include further experiments which add another set of tested conditions, this time 

using a display occupying a significantly larger field of view. Using this collection of data, a model for 
predicting degree of adaptation in a motion picture viewing scenario is optimized and validated. This 

model takes a similar form to that which was included in CAT02 [10] and can thus be used 

interchangeably with a range of chromatic adaptation transforms. The results of our additional tests 
show that even when the display is expanded far into the surround portion of the observer field of 

view, partial adaptation to illumination conditions persists to a similar degree compared to the mobile 
scenario. 

 

3.2 Methods 
 
The goal of this experiment is to determine the impact of surround chromatic adaptation on the color 

appearance of image content viewed on emissive displays. As demonstrated in [11-14], this requires 

at the very minimum some number of observers to perform an achromatic preference or matching 
task. In the spirit of testing scenarios that are as close as possible to the application of aesthetic 

image evaluation, the chosen stimuli are natural images viewed on a common reference monitor. The 
images are first displayed under the SMPTE standard HDTV mastering environmental conditions as a 
control (D65, 5 𝑐𝑑/𝑚2), where observers are instructed to take note of the general image color 

balance and the appearance of specific memory color/achromatic regions. Then the observers are 
asked to adjust them back to this color balance from memory as they are displayed again under 

varying environmental conditions. 
 

This adjustment is executed via a 1D control scheme which alters a mixed adaptation weighting factor 

d in a simple von Kries based transform (Equations. 17,18). The concept of mixed adaptation is used 
to describe scenarios in which multiple white references exist in a scene. This involves finding a new 
effective 𝐼𝑤, which is determined as some weighted ratio between the chromaticity values of the two 

references, calculated as follows: 
 

𝐼𝑎 =
𝐼

𝐼𝑤
𝑓𝑜𝑟 𝐼 ∈ 𝐿, 𝑀, 𝑆   ,      (17) 

 
where 𝐼𝑎 is the adapted cone response, 𝐼 is the original cone excitation, and  

 
𝐼𝑤 = 𝑑 ∗ 𝐼𝑤𝑑𝑖𝑠𝑝𝑙𝑎𝑦 + (1 − 𝑑) ∗  𝐼𝑤𝑎𝑚𝑏𝑖𝑒𝑛𝑡.              (18) 

 

Thus, the control scheme is a discretized adjustment of image color balance on some straight-line 
vector in 1976 u'v' chromaticity space which intersects the color of a given ambient condition and the 

display white point. Observer responses will be reported as the chosen mixed adaptation ratio d, for 
which a value of 1 indicates complete adaptation to the D65 display white point. 

 

This experiment not only includes ambient illumination chromaticity as a variable, but also image 
content, display/ambient brightness ratio, and image starting color balance are varied between trials 

(Table 2). Environmental illumination was varied between three chromaticity and two brightness 
levels. Three natural images were used, which were graded under the reference environmental 

conditions of the experiment to have equal primary values for their diffuse white portions and also to 
have an appearance similar to what might be seen in television or cinema content (Figure 5). Images 

are also presented to observers three times for the same conditions with starting color balances at 

different points along the control vector to obtain an average between presentation biases. The 
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combination of these variables results in a total of 54 observations per observer during the body of 
the experiment. 

 
Table 2. Chosen Experimental Factors 

Factor Type Levels 

Ambient Illumination Color Varying Ill A, 2200 K, 1800 k 

Ambient Illumination Brightness Varying 5, 102 𝑐𝑑/𝑚2 

Image Content Varying Products, skin tones, winter 

Starting Image Color Balance Varying Cool, Middle, Warm 

Screen Brightness Constant 100 nits 

Viewing angle Constant 50x28 degrees 

User task Constant Memory Matching 

 

 
Figure 5. Tested images. Provided by ARRI Camera Systems to the HDR4EU project. 

 

The experiment is carried out in the IP4EC mastering lab at Universitat Pompeu Fabra in Barcelona, 

Spain. The lab is equipped with two Arri Sky Panel s30-c LED fixtures which illuminate the back wall 
of the lab. The LEDs work on a four primary system which is capable of producing light of high 

spectral quality and dynamic range [15]. The lights are controlled with 8-bit drive values transmitted 
via art-net DMX signals using the Open Lighting Architecture (OLA) framework. OLA commands are 

called by a Matlab Psychophysics toolbox [16] test bed which also displays images according to 

experimental cadence and observer input. Chromatic adaptation transforms were applied to images 
following observer input using pre-calculated 3D LUTs. Images generated from the workstation (Late 

2018 Mac book pro running OSX 10.8.5) are displayed via HDMI connection on a Sony PVM-A250 
reference monitor calibrated to Rec. 709 primaries and a D65 white point. Observers are seated at a 

viewing distance of two picture heights from the surface of the display resulting in a 50x28 degree 
viewing angle for the 16:9 full HD screen, reflecting a real-world mastering scenario. The ambient 

illumination of the room was characterized using a Photo Research PR 705 Spectrophotometer. 

Measurements were taken with the device aimed at the wall just above the display. Extra 
measurements were taken around the screen to confirm a degree of illumination uniformity on the 

back wall. 
 

Prior to the experiment all observers were screened for color discrimination deficiencies and briefed 

with experimental instructions aloud. Next, they were led into the experiment area and were given 
two minutes to adapt to the reference environmental conditions. During each adaptation period, 

observers were encouraged to shift their gaze around the room, taking notice of familiar objects like 
their skin, clothing and belongings. The test images were then presented in their native color 

balances and observers were given as much time as they liked to memorize the appearance of the 
achromatic and memory color scene elements of each one. Next, observers were asked to complete a 

brief training period introducing them to the experiment task. The memorization period was then 

repeated for reinforcement. Following this, the body of the experiment was carried out. The order of 
environmental conditions was randomized between observers to avoid any bias in the results caused 

by the proximity of the trial to the memorization period. After adapting to each environmental 
condition, observers were presented with the three images from the memorization phase in three 

different initial color balances each. Observers were asked to adjust the presented image back to 

their memorized color balance using the control scheme described above. 
 

A total of 15 observers (11M, 4F) participated in the experiment. Their ages ranged from 23-39 with a 
mean age of 28.6. Observers were compensated for their participation. 
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3.3 Results 
 
Average observer mixed adaptation ratios between display white point and ambient illumination 

chromaticities are plotted with 95% confidence error bars in Figures 6 and 7. An ANOVA test  

showed no significant difference when comparing the mean degree of adaptation results between the 
different ambient illumination colors (p = 0.1285). As in the previous experiment, a significant 

difference was shown between the user response distributions to the two brightness levels (p < 
0.0001) as well as between the images tested (p = 0.0174). 

 

 
Figure 6. Experimental results reported in terms of degree of adaptation to the display. 

 

 
Figure 7. Experimental results per condition tested, compared to results of [7] for common conditions 

tested, reported as degree of adaptation to the display. 
 

Despite the shift in display field of view between this experiment and the one previously reported in 

[8], if we compare the similar lighting conditions for the previous experiment (isolating for natural 
images) a one-way ANOVA comparison shows that there is no significant difference (p = 0.6375) 

between the two. Figure 6 compares mean responses for each condition between the two field of 
view settings. For three of the four viewing conditions, the 95% confidence error bars overlap, and 

neither viewing angle results in a consistently higher or lower degree of adaptation result than the 

other. A possible explanation for this could be that that our adaptive processes always maintain some 
consideration for the current illumination (if any exists) of the environment which we identify 

ourselves being located within, even if we are focusing on an emissive display. 
 

3.4 Corrective Model 
 

In a similar fashion to [10] we propose a degree of adaptation model considering the illumination 
color and luminance. This model is intended to be used for the specific case of adjusting electronically 

displayed natural images to account for ambient viewing conditions, and takes the following form: 
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𝑑 = 1 − (𝛼𝑒−𝑥 + 𝛽𝐿𝑎 /𝐿𝑑 )    (19) 

 

Here, a value of 𝑑 = 1 would indicate that the observer is fully adapted to the white point of the 

display. It takes as input all of the factors that were found to be relevant from the previous 

experiment - ambient/display brightness ratio (
𝐿𝑎 

𝐿𝑑 
) and illumination color (specifically its delta u'v' 

distance 𝑥 from D65). Each factor is fitted with a scalar coefficient which can be optimized to best fit 

the dataset for the conditions tested. This function determines the 'effective' adapting stimulus as far 
as mixed/incomplete adaptation is concerned, in which the effect of high-level cognitive processes 

can be encoded. From here, 𝑑 is passed to Equation 18, returning a new effective 𝐼𝑤 which can be 

passed to any simple chromatic adaptation function, such as that of von Kries (Equation 17). 

 
An optimization process was performed using the Matlab fmincon function to find the proper 

coefficient values for 𝛼 and 𝛽. The optimization function aimed to minimize the delta u’v’ value 

between the color corresponding to the degree of adaptation value predicted by the model and that 

which was reported by the observers. We found optimal coefficient values 𝛼 = 0.1529 and 𝛽 =
 0.2419, which produced an average du’v’ error across all conditions of 0.007, and a maximum error 

of 0.023 for the optimization data set from [9]. Using these coefficients, the function predicts the 

responses of the observers from this experiment with a maximum error of 0.024 and an average of 
0.009. 
 

4 TONE MAPPING 
 

4.1 Background 
 
In order to relate the appearance of images between different dynamic range renderings, algorithms 

must be developed which mimic the brightness and contrast adaptation of the human visual system, 
while accounting for the technical limitations of the displays as well as the creative intent of the 

mastering artist. Since the rendition of a graded scene has been fine-tuned by an artist to achieve an 
optimal appearance on a given display, the function of these algorithms is to adapt image tone scale 

to the destination display's dynamic range while still preserving the general appearance of the source 

image. To accomplish this, these algorithms compress or expand the dynamic range of content while 
maintaining some statistical qualities of the original image. 

 

4.2 Formulation 
 

This method will be hereby referred to as TMG (tone mapping for graded content), the formula of 

which is shown below. Here 𝑌1 is the normalized (0-1) luminance of the HDR source, 𝜇1 the median 

of 𝑌1, 𝐷1 the peak luminance of the display for which the HDR source material was graded and 𝐷2 

the peak luminance of the reduced dynamic range display where the result will be shown. Therefore, 

the source median luminance can be represented as 𝜇1𝐷1, which we want to preserve in the tone-

mapped result. When normalizing by the corresponding peak luminance and using a power-law 

transform of exponent gamma, this translates into the following requirement: 

𝜇1
𝛾

=  𝜇1
𝐷1

𝐷2
        (20) 

From which 𝛾 can be solved as: 

𝛾 =
log(𝜇1)+log(

𝐷1
𝐷2

)

log(𝜇1)
        (21) 

 
This 𝛾 value can then be used to translate the average light intensity between source and destination 

and as the point for which the two-gamma model from [17] is centered around in the following way: 

𝛾+ = (1 − 𝑘)𝛾;  𝛾− = (1 + 𝑘)𝛾      (22) 
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With 𝑘 a small parameter. 

 

The tone curve characterized by 𝜇1, 𝛾+, 𝛾− is applied to 𝑌1 yielding the tone mapped luminance image 

𝑌𝑇𝑀, where �̂� =  𝜇1
𝛾

 and 𝑛 =
−4.5

log (�̂�)
. 

 

                                          𝛾(𝑌) = 𝛾+ + (𝛾− + 𝛾+)
𝑌𝑛

𝑌𝑛+ �̂�𝑛    (23) 

  

                                                  𝑌𝑇𝑀 = Y1
𝛾(𝑌)

                                       (24) 
 

The color channels 𝐶 ∈ {𝑅,𝐺,𝐵} are tone-mapped resulting in a final output channel 𝐶’, in this 

manner: 

𝐶′ =  𝑇𝑀(𝐶).        (25) 

 

Also presented briefly at the close of the previous deliverable was a method for inverse tone mapping 

involving a two-gamma approach in which the median luminance value was maintained between the 
reference and the source. Indeed, this method is simply the inverse of the TMG method (hereby 

referred to as iTMG) displayed above which can be implemented by inverting the ratio of display peak 
luminance values from Equation 21, as shown below. All other aspects of the TMG method are 

conducted in the same way. 

 

                                   𝛾 =
log(𝜇1)+log(

𝐷2
𝐷1

)

log(𝜇1)
                 (26) 

 

4.3 Optimization and validation 
 

This tone mapping method for graded content (TMG) was optimized and validated in its original and 
inverse form (iTMG) by cinema professionals in a post-production setting. These experiments involved 

observers making judgements of general appearance similarity between method output and a 
manually tone mapped reference image. For each optimization experiment pertaining to TMG and 

iTMG, a set of 20 images were chosen which represented a similarly wide range of characteristics, 
technical and thematic, to the test content of the previous experiment. These 20 images were then 

manually tone mapped on the corresponding testing display (HDR for iTMG tests, and SDR for TMG 

tests) by a colorist at Deluxe Barcelona. In performing this mapping, the colorist was permitted to use 
whatever manual tools they generally employ when the task is required in a real production situation, 

including both global and spatial transforms. Then, three additional colorists were asked to make 
visual matches to the best of their ability between the output of the TMG/iTMG and their 

corresponding reference set. They were permitted to adjust algorithm parameters which they were 
told pertained to the global contrast (𝑘) and mid-tone luminance level (𝛾). These optimization 

experiments were conducted using a single Sony BVM-X300 display calibrated to the corresponding 

specifications required of the HDR and SDR test cases. 

 
The responses of the observers showed a significant correlation (R=0.86) between the value for 𝛾 

obtained by Equation 21 and the average value chosen by the colorists, which corroborates the 

efficacy of the model. In cases of the image median being above 8 nits, we compute a new median 
as the median of pixel values below the original median and use this value to find 𝛾 again as in 

Equation 21. The observer settings also correlated well with a 𝛾- value of 1.4, from which 𝑘 and 𝛾+ 

are derived for a given frame. For the TMG method, a 𝛾- value of 1/1.4 is thus set. 

 

For the validation of these methods, a similar reference approach was taken to that of optimization. 

This time, the manual tone mapping process was repeated for a set of 10 video clips differing in 
content from the images used for optimization. The observers were given a 2 Alternative Forced 

Choice (2AFC) task in which they were asked to select from a pair of tone mapping methods the 
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output which best matches the manual reference. Observers were professionals skilled in image 
evaluation from Deluxe Spain, and the experiments were conducted in a grading suite on the 

premises using dual Sony BVM-X300 monitors. The proposed methods were tested against a set of 
academic and industrial alternatives. In the case of the TMG method, the two best performing 

methods from a previous experiment were chosen ([18][19]), along with the tone mapping of [17] in 

a full pair comparison. From industry, Colorfront's Transkoder tone mapping and Dolby Vision tools 
were compared directly to the proposed method. For the iTMG method, a set of inverse tone mapping 

methods ([20-22]) from academia were tested in the same fashion, as well as the inverse tone 
mapping function of Colorfront's Transkoder. The results of the TMG and iTMG experiments are 

shown in Figure 8 and Figure 9 respectively. For the tests against industrial methods the TMG method 
was preferred over Dolby Vision tone mapping in 55% of cases, but this measurement was not 

statistically significant with a p-value of 0.26, exceeding the threshold of 0.05. For the tests against 

Transkoder observers preferred the iTMG 56% of the time (P = 0.28) but preferred the TMG for only 
25% of trials (P = 6.73e-05).  

 
The ranking results of this experiment were also compared against the results of objective metrics. 

Metrics tested included HDR-VQM [23] and HDR-VDP2 [24], both of which compare the quality of 

reproduction between a reference and test image of the same dynamic range, which reflected the 
observer task of comparison between the manually and automatically tone mapped images. The 

results of this test are shown in Tables 3 and 4, which show a low correlation to observer responses. 

 
        Figure 8. Results of TMG validation           Figure 9. Results of iTMG validation 

 

 
Figure 10. TM examples from graded content experiment. From left to right, Manual TM, TMG, 

Mantiuk, Eilertsen, TMO 

 

Evaluation Proposed Mantiuk Eilertsen TMO 

Observer tests 1 2 3 4 

HDR-VQM 2 1 3 4 

HDR-VDP2 4 3 1 2 

Table 3: Ranking of TM methods applied to graded content. 

 

Evaluation Proposed Masia Luzardo Bist 
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Observer tests 1 2 3 4 

HDR-VQM 1 2 3 4 

HDR-VDP2 1 2 4 3 

Table 4: Ranking of ITM methods applied to graded content. 

 

5 LUMINANCE/CONTRAST ADAPTATION TO THE SURROUND 
 

5.1 Background 
 

While the effect of ambient illumination on image color balance was tested and accounted for in 
section 3, its effect on perceived image contrast and tone scale must also be accounted for. This 

includes changes in the perceived brightness and contrast (local and global) due to luminance 
adaptation as well as obscured shadow detail and raised black levels due to screen flare [25,26]. 

 

 

5.2 Formulation 
 

To account for these effects, two modifications have been made to the function of the TMG method. 

The first of these modifications, is shown in Equation 27. C contains several parameters regarding the 
source and destination values for display maximum luminance, minimum luminance (both measured 

on a 5% ANSI contrast grating), and surround luminance. This 𝜇
1
′  is substituted instead of μ1  in the 

numerator of Equation 21. By adjusting the value of the median luminance, the 𝛾+ and 𝛾- values in 

the method will be adjusted to achieve a shift in global image contrast. While it may be necessary to 
also increase the luminance level of highlights to give a similar impression of contrast to the image in 

the dark surround, this is not included in this model to avoid clipping. The second modification to the 
method is the inclusion of a contrast enhancement step intended to account for the shift in contrast 

sensitivity which can occur due to luminance adaptation. 

          𝜇
1
′ = 10

(𝑙𝑜𝑔10(𝜇1)
𝑠𝑖𝑔𝑛(𝐶)(1+0.1|𝐶|))

𝑠𝑖𝑔𝑛(𝐶)

                (27) 

 

5.3 Optimization 
 
An optimization experiment was performed for this updated TMG method (TMG'), in which observers 

adjusted model parameters to match the appearance of the input image shown under reference 
viewing conditions to the appearance of the image processed through the TMG' under two different 

viewing conditions with increased surround luminance. Instead of having observers perform this task 

via memory matching, a set of reference images were manually graded to relate the appearance of 
the images under the reference viewing condition to the two test conditions. While this method 

hinges on a single technician's ability to relate appearance by memory between the two viewing 
conditions (detailed in table 5), we believed that this would be a better alternative as the tools of a 

full color grading suite would be made available to them as opposed to a limited number of 

algorithmic parameters, and the technician could take significantly more time to proof the matches 
that were made and make adjustments if necessary. 

 

Factor Type Levels 

Ambient Surround Variable 40 nits, 150 nits average 

Display Flare Variable 1 nit, 3 nits average 

Stimuli Variable 20 Still Images 

Experiment Task Constant Match to reference 

Display Constant Sony PVM-250 OLED, 100 nits 

Viewing Distance Constant 2 Picture heights 

Table 5. Viewing condition optimization factors 
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The grading process was conducted as follows. The grading suite was set up for the lighting 
conditions that would be tested in the experiment (shown in Figure 11). Next a DaVinci Resolve 

project timeline was set up with two repetitions of each of the images in the test set, and an 18% 
gray patch between each image. The UI monitor was then turned off and moved to the side of the 

desk so that the remainder of the grading process could be conducted purely through the Tangent 

Element control panel. The lights in the suite were turned off and the technician was given a one-
minute adaptation period to adapt to the dark surround while viewing the 18% gray patch on the 

monitor. Then the patch was switched to the first image in the test set and the first memorization 
period was initiated. The technician was careful to select image content references at a range of 

luminance levels for memorization and to observe the noise level in the image as well as the 
appearance of high frequency detail. Then the image was switched to the next gray patch and the 

lighting in the suite was turned on to the first ambient luminance level for another one-minute 

adaptation period. After this, the image was switched to the second instance of the first test image, 
and lift, gamma, gain, and image sharpness were adjusted to match the reference points from the 

memorization period. Once a satisfactory first pass had been made, the lighting was turned off once 
again and another one-minute adaptation period followed. Then, the image was switched back to the 

first instance of the first image to proof the match. If the match was determined to be satisfactory 

the next image was presented, and the process was repeated. After all images were graded for a 
given lighting condition, a second proofing pass was conducted to verify the accuracy of the matches. 

This process was then repeated for the second lighting condition. 
 

 
Figure 11. Grading suite setup. Two tungsten light 

sources (800w with daylight gels, 1kw with diffusion 

and daylight gels) are placed at 45 degrees to the 
room normal. A light gray sheet was hung behind the 

monitor to give an achromatic reference and to 
provide a similar reflectance factor to the desk. 

Surround luminance readings were taken close to 

each side of the display and averaged. Flare readings 
are taken with 5% ANSI contrast grating on screen 

and averaged between four different points.  
 

These reference images were then used in an 

experiment in which five professional observers adjusted several algorithmic parameters of the TMG' 
method while viewing the output under the lighting condition that the reference image was graded 
under. The parameters included the 𝛾 and 𝑘 values from Equation 22, as well as the intensity of 

contrast enhancement. The experiment was conducted on the single OLED display, and observers 
were given a control keyboard which allowed them to freely switch between reference and test 

images, as well as to adjust parameters in any order they preferred. They were, however, 
encouraged to first adjust the 𝛾 and 𝑘 parameters to make a mid-tone level and global contrast 

match before moving on to the local contrast parameter. Observers reported being able to make 

close matches between the test and reference conditions, with the exception of matching the 
highlight and black levels which were not directly modified by the model parameters as mentioned 

before.  

 
To match with the observer data, we modified the C factor proposed in deliverable (6.4) by adding an 

extra term that depends on the surround luminance. The modified C is given as: 

            𝐶 = 𝑙𝑜𝑔10(𝐴𝑁𝑆𝐼𝑣𝑐) − 𝑙𝑜𝑔10(𝐴𝑁𝑆𝐼𝑔𝑟𝑎𝑑) + 𝑙𝑜𝑔10 (
𝐿𝑣𝑐

𝑝𝑒𝑎𝑘

𝐿𝑔𝑟𝑎𝑑
𝑝𝑒𝑎𝑘) − 0.1𝑙𝑜𝑔10 (

𝑠𝑢𝑟𝑟𝑣𝑐

𝑠𝑢𝑟𝑟𝑔𝑟𝑎𝑑
),           (28) 

where 𝐿𝑣𝑐
𝑝𝑒𝑎𝑘

and 𝐴𝑁𝑆𝐼𝑣𝑐 are the peak luminance and the ANSI contrast of the intended display in 

which the image is to be viewed, 𝐿𝑔𝑟𝑎𝑑
𝑝𝑒𝑎𝑘

 and 𝐴𝑁𝑆𝐼𝑔𝑟𝑎𝑑 are the peak luminance and the ANSI 

contrast of the grading display (in this experiment OLED display viewed in dark room), and 𝑠𝑢𝑟𝑟𝑣𝑐 

and 𝑠𝑢𝑟𝑟𝑔𝑟𝑎𝑑 are surround luminance of target and source displays. 
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Also, we set 𝛾− to 1 to match the observer choice, from which 𝑘 and 𝛾+ are derived. A general 

method to calculate 𝛾− is given below: 

                                                 𝛾− =
log(

1

255
)+ log (

𝐷1

𝐷2
)

log(
1

255
)

                                              (29) 

While the parameter optimization of this experiment may provide accurate results for viewing on 

standard dynamic range displays, it will be important to repeat this experiment on an HDR monitor 
for the case of inverse tone mapping. 

 

6 CORRECTION FOR INDUCTION EFFECTS 
 

6.1 Background 
 

A lesser studied topic in the context of motion picture color management is the impact of induction, 

or the effect by which the lightness and chroma of a stimulus are affected by its surroundings (Figure 
12). Among other factors, this effect is known to vary as a function of the relative size of the stimulus 

and its neighborhood as well as in terms of spatial frequency [27, 28]. Thus, if the stimulus in 
question is a natural image, it can be assumed that these parameters would vary when it is viewed in 

a cinema setting versus when it is viewed on a mobile phone, for example, possibly resulting in 

changes in the perceived color or texture of scene elements. 
 

a)   b)   c)

 
Figure 12. Brightness and chromatic induction examples. a) An example of induction in the direction 
of contrast, where the center gray squares are of the same luminance but are displaced from their 

surroundings via induction. b) An example of induction in the form of assimilation, where the middle 
gray bars on white and black sides are the same luminance but move towards their surroundings. c) 

An example of chromatic induction, where the central rings on both sides have the same tristimulus 
values but are perceived differently due to the order of the concentric inducing rings. Note that the 

appearance of these patterns changes as you modulate the distance at which they are viewed. 

 
With this in mind, we present a method to match induction effects on screens of different size, based 

on neural activity models and the efficient representation principle, validated through psychophysical 
tests. In order to accomplish this, we collect data on observers' perception of induction patterns 

(brightness and chromatic) viewed in a motion picture mastering environment at different field of 

view scaling settings. From this data, we optimize and later validate our model in its ability to correct 
the appearance of the patterns between settings. 

 
Early works on induction by Helson, Joy, Rohles, and Steger [27] attempt to quantify the perceptual 

phenomena first formally described by von Bezold [29] and Gelb [30], using matching experiments 

with printed induction bar patterns and isolated Munsell patches. The data shows a shift between 
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assimilation and contrast effects as the width of the target lines is increased in relation to some 
constant inducer size. The tests were repeated for differing inducer sizes, which resulted in similar 

trend lines. The results of these classical works on induction were later extended to the chromatic 
case by Fach and Sharpe [28]. In a similar fashion to Helson, the authors conducted asymmetric 

matching experiments using printed induction bar patterns. Aside from the extension to chromatic 

stimuli, their work differed in the sense that they varied the spatial frequency of stimuli directly, 
maintaining the proportion between target and inducing bars. The results showed a higher degree of 

assimilation with increasing spatial frequency. Though not all confirm these early observations, there 
exists a large body of later work (e.g. [31-38]) corroborating the importance of the spatial distribution 

and variability of inducing surrounds. 
 

In order to assess the root cause of induction and develop a model for its behavior, we look to the 

vision science literature, starting with the efficient representation principle. The efficient 
representation principle, introduced by Attneave [39] and Barlow [40], is an ecological approach for 

vision science that has proven to be extremely successful and is based on viewing neural systems 
through the lens of information theory. The retina, the lateral geniculate nucleus (LGN) and the 

cortex can be seen as systems that process and transmit information, and the efficient representation 

principle states that the organization of the visual system in general and neural responses in 
particular are tailored to the statistics of images that the individual typically encounters, so that visual 

information can be encoded in the most efficient way, optimizing the limited biological resources. 
 

We can use the efficient representation principle to predict neural processing from the statistical 
properties of the environment [41]. Given some statistic of natural images (e.g. that the power 
spectrum has a 1/𝑓2 form [60]), a biological constraint, and making use of concepts and techniques 

from information theory (like entropy, redundancy, information maximization), one can find the 

theoretical neural coding that is optimal in removing redundancies and then compare it with the 
actual neural coding that can be observed through experiments. Remarkably, this ecological approach 

has correctly predicted a number of neural processing aspects and phenomena. Efficient 
representation is the only framework able to predict the functional properties of neurons from a 

simple principle, and it is embodied by neural processing according to abundant experimental 
evidence [42-44]. 

 

6.2 Formulation 

 
We must remark that our stated goal is to derive a method that matches induction effects, not a 
method that estimates induction effects and their appearance. The difference is very relevant, and it's 

similar to the fact that colorimetry and color spaces allow us to determine quite accurately when two 

colors are perceived as different or the same, but they can't tell us the perceived appearance of said 
colors, as there are many external factors that play a role in this (viewing conditions, image surround, 

etc.) 
 

Nonetheless, we introduce a very simple induction model based on the efficient representation 

principle, but this induction model is just an intermediate step, and its usefulness comes from the fact 
that, unlike other induction models in the literature (e.g. [31,45]), this one can be inverted in a 
straightforward way. Let's say that our induction model 𝑀 for screen size 𝐴 predicts an appearance 

𝑀𝐴(𝐼) for image stimulus 𝐼, and an appearance  𝑀𝐵(𝐼) for the same stimulus when it's seen on screen 

size 𝐵, where 𝑀𝐴 and 𝑀𝐵 have different parameter values. Then, our induction matching goal can be 

expressed as determining the parameters for the compensation method 𝐶 = 𝑀𝐵
−1 ∙ 𝑀𝐴, because when 

the pre-processed image 𝐶(𝐼) is shown on screen 𝐵, its induction effects will be 𝑀𝐵(𝐶(𝐼)) =

𝑀𝐵 ∙ 𝑀𝐵
−1 ∙ 𝑀𝐴(𝐼) =  𝑀𝐴(𝐼) i.e. the same as if the image was seen on screen 𝐴. 

 
Having an invertible induction model 𝑀 allows us to have an explicit analytical expression for 𝐶, and 

the parameter values for 𝐶 are found so that they match psychophysical data. But, very importantly, 

we don't need to optimize 𝑀 so that it accurately predicts induction effects in image appearance, 

which is a very challenging open problem: we just need to optimize 𝐶 so that the induction effects 

match in the two conditions. 
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Given the requirement of our model to be invertible, we take the original LHE method of [46] and 
extend it in the following way: 

• We use a local mean computation as in [47]. 

• We estimate the mean by a convolution with a kernel that is the sum of two Gaussians, a 

wider one with small amplitude and a narrow one with larger amplitude, as in [48]. 

• In the contrast term of the energy functional we replace the absolute value function with 
an exponential to the power of two, as in the retinal model of [49]. 

 
 

Then we have the following energy functional: 

 

𝐸(𝐽) =  
𝛼

2
∫ (𝐽(𝑥) − 𝐾𝑚 ∗ 𝐽(𝑥))2𝑑𝑥 −

𝛾

2Ω
∫ 𝐾𝑐(𝑥, 𝑦)(𝐽(𝑥) − 𝐽(𝑦))2𝑑𝑥𝑑𝑦

Ω2 +
𝛽

2
∫ (𝐽(𝑥) − 𝐼(𝑥))2𝑑𝑥,

Ω
 (30) 

 

where the first term penalizes deviations from the (local) mean, the second term enhances contrast 
and the third term penalizes deviations from the input image 𝐼. 
 
Again, the presence of the square function in the contrast term has the effect of regularizing the 

energy functional and its minimum can be computed directly, without the need to iterate the gradient 
descent, by convolving the input with a kernel 𝑆: 

 

𝑆 =  ℱ−1(
𝛽

𝛼+𝛽−𝛾−𝛼ℱ(𝐾𝑚)+γℱ(𝐾𝑐)
)                           (31) 

 
Where ℱ represents the Fourier transform. 

 
Our model for visual induction follows the classic formulation of a cascade of linear-nonlinear (L+NL) 

modules [50], and consists of three stages: 

 
1. The image stimulus 𝐼 is passed through the photoreceptor nonlinearity, modeled as a Naka-

Rushton equation, yielding 𝐼: 
 

          𝐼 = 𝑁𝑅(𝐼)                           (32) 

 

2. The nonlinear input  𝐼 is then convolved with the linear filter 𝑆 that models lateral inhibition in 

the retina, yielding the final output 𝑂: 

 

𝑂 = 𝑆 ∗ 𝐼.                  (33) 

 
With this formulation, the appearance of input image 𝐼 on screen 𝐴 is modeled as: 

 

𝑀𝐴(𝐼) =  𝑆𝐴 ∗ (𝑁𝑅𝐴(𝐼))
𝑃𝐴

,    (34) 

 
the appearance of input image 𝐼 on screen 𝐵 is modeled as: 

𝑀𝐵(𝐼) =  𝑆𝐵 ∗ (𝑁𝑅𝐵(𝐼))
𝑃𝐵

,    (35) 

 
and therefore the compensation kernel 𝐶 applied to 𝐼 produces the corrected image 𝐶(𝐼): 
 

𝐶(𝐼) = 𝑁𝑅𝐵
−1((𝑆𝐵

−1 ∗ 𝑆𝐴 ∗ (𝑁𝑅𝐴(𝐼))
𝑃𝐴

)
1

𝑃𝐵    (36) 

 
We remark how our induction matching method relies on estimating a single kernel 𝑆𝐶 =  𝑆𝐵

−1 ∗ 𝑆𝐴 that 

compensates for the differences between 𝑆𝐴 and 𝑆𝐵, without the need to accurately estimate either of 

them. 

 

6.3 Methods 
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The primary goal of these experiments was to determine the correction required to match the 
appearance of induction pattern targets at two different field of view scales. Based on the results of 

[27,28], we took the simple hypothesis that a greater degree of contrast would always be observed in 
the larger field of view pattern. Thus, the correction from small pattern to large for a given channel 

should always be in the direction of contrast. 

 
Induction patterns were presented to observers in a viewing scenario which reflected those found in 

motion picture mastering, and they adjusted the targets in order complete an asymmetric matching 
task. The size of patterns was varied to reflect the viewing angle disparity between cinema and 

mobile displays, as this is a case of two destinations for which the same content might be distributed 
in a practical situation, but would result in significant deviations in image appearance - even if details 

about display calibration and viewing environment are synchronized (isolating for the variable of 

viewing angle). Taking the cinema scaling to reflect the “master'' version, the necessary correction to 
be applied to the mobile version such that it appears as the master was derived from the results. 

 
Experiments were conducted under dark surround viewing conditions on a Sony PVM-A250 reference 

monitor calibrated to Rec. 709 primaries, 2.4 gamma, representing an easily controllable cinema-like 

viewing environment. This calibration was verified routinely before experimental sessions using a 
Klein K10-A colorimeter. The experimental cadence was controlled by a MATLAB test bed using the 

Psychophysics Toolbox [16] to display stimuli. Observers made adjustments via a Tangent Element 
color correction panel. This allowed for multi-channel adjustments to stimuli with separate knobs 

allowing for a more natural and reactive experimental interface. 
 

The test patterns were selected based on the criteria that they evoked a large degree of induction, 

such that a significant corrective factor could be found in spite of the potentially large observer 
response variability, and that the target color had significant room for adjustment considering the 

limited gamut of the experimental display. The scaling in the test and reference patterns is 
determined as follows. For cinema, three picture heights viewing distance (a common figure for 

mastering) is assumed resulting in a vertical viewing angle of 18.92º. For the mobile condition, the 

same viewing angle as in [8] is used resulting in a scaling factor of 0.39 between the two viewing 
scenarios. 

 

6.3.1 Achromatic Experiment 

Following the preceding work [51], the initial experiment was intended to be a direct expansion of the 

experiments of [27] for the case of emissive stimuli. To this effect, we used the same type of 
induction pattern with a fixed inducer bar width and varied the target bar width (Table 5). In this 

case however, observers reported the necessary correction factor directly by adjusting the brightness 
of the test pattern target bars in the mobile scaling to match those in the cinema scaling. The 

additional variable of starting test pattern target bar level was also varied between experimental 
presentations such that observers could approach their response from different directions. 

 

Factor Type Levels 

Gray bar width Variable 0.19º,0.38º,0.54º,0.76º,0.96º 

Initial test gray level Variable 0.08%,0.18%,0.28% 

Observers Variable 10 (2F,8M) aged 23-39 

Visual illusion pattern Constant Induction bars (Figure 1b) 

Observer task Constant Matching by adjustment 

Reference/test scaling Constant 0.39 

 Table 5. Achromatic experimental factors 

 
Figure 13 shows the full screen scaling of the presented stimuli. The patterns consist of two sides, 

representing positive (white/gray) and negative (black/gray) contrast respectively. Observers 
adjusted these two sides separately, but both are included simultaneously such that lightness 

references remain constant. 
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Ten observers (2F,8M) aged between 23-39 took the experiment. All observers had normal or 
corrected acuity (20/20). Three observers are authors, while the remaining seven were naive to the 

purpose of the study. 

 
Figure 13. Example of stimulus patterns driven to the experimental display. Reference and test 

patterns are driven with the same values, and all target (gray) bars are ½ reference white drive 

value. In the actual experiment, these patterns were placed over a black background. 
 

As Figure 14 shows, the results of the achromatic experiment coincided with our hypothesis that the 
necessary correction should be in the contrast direction. Using the example of the positive contrast 

(white bars) section of the induction pattern, this means that observers perceived the gray bars in the 
smaller pattern to be lighter than the gray bars in the larger, so to make a match they decreased the 

brightness of the bars in the smaller patch. This correction is in the direction of contrast in this case 

considering that the white inducers are brighter than the target. For the negative contrast side of the 
pattern, observers increased the brightness of the small pattern targets to match the larger, which is 

also in the direction of contrast with respect to the dark inducing bars. The trend line for increasing 
target bar widths was also consistent with the results of [27] in that, as the slope of the induction 

value as a function of target bar width decreased in their experiment, the necessary correction 

between smaller and larger patches decreased in ours. 
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Figure 14. Mean observer response luminance reported as a function of target patch visual angle for 

white surround (blue line) and black surround (orange line). 95% confidence error bars are included 
at each point. 

 

 

6.3.2 Chromatic Experiment 

Based on evidence that the phenomenon of induction occurs after visual signals are separated into 
different visual pathways, we expand on the achromatic experiments by making color matches in an 

opponent channel space, with the intention of applying our corrective method to the channels 
separately. In this case, we chose CIE L*a*b* space due to it having some degree of perceptual 

uniformity. In initial experiments we found that this expansion to three channel adjustment caused a 

great increase in the difficulty of the experimental task. Thus, we simplified the procedure by 
reducing the number of variables. In this case we test four color sets in the mobile and cinema sizes, 

and we test for three different test ring starting colors. 
 

We also found that the use of the simple bar patterns of [28] caused a multitude of problems in the 
chromatic case. Observers reported weak induction effects as well as strong after images when 

shifting their gaze between test patterns. In addition, the direct comparison of the cinema sized 

pattern to the mobile pattern clearly showed that additional perceptual effects were at play, as the 
inducers in the smaller pattern appeared to be significantly less saturated, complicating the matching 

task. Thus, we took inspiration from [53] and used concentric circular induction patterns as shown in 
Figure 15. The two relevant features of these patterns are that their circular shape results in less after 

images when compared to the bars, and their use of dual inducing colors leads to a stronger 

induction effect, allowing for more significant results to be gleaned from the experiment. The L value 
of all rings in these patterns is kept consistent such that the focus of the observers' task could be on 

correction for chromatic induction. This said, observers were still permitted to adjust the L channel 
value as equiluminance between pattern regions was not confirmed.  
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Figure 15. Chromatic experiment stimuli. The center ring surrounded by inducers represents the same 
physical stimulus as the center ring surrounded by the achromatic field. The effect of scaling is shown 

directly if one varies the distance at which they view the patterns. 
 

In order to find patterns which exhibited a strong inductive effect, an experiment was performed in 

which 100 patterns containing regions with randomly selected L*a*b* values within the Rec. 709 
color gamut were generated. These patterns were then shown side by side at the different scaling 

factors tested in the experiment. Then, patterns for a which a hue shift could be identified between 
the different scaling factors were singled out. Then, the experiment procedure was conducted for a 

single observer using all selected patterns from the previous step. From these results the final 
patterns were selected based on the criteria that the sensation of the target ring could be successfully 

reproduced in isolation, given the gamut of the monitor and that a statistically significant correction 

(given 95% confidence intervals) was called for by the observer between the two test pattern scaling 
factors. 

 
After several iterations of the experiment, six total color sets were found. Administering the test to 

multiple observers revealed that two of the sets should be removed, as the target colors were too 

close to the gamut boundary for observers to make reliable observations. While this experiment was 
more or less informal in nature, its results demonstrate the rarity of strong induction effects given 

random color combinations, even if they are arranged in synthetic patterns which emphasize 
induction. Given that adjacent color combinations in the real world are less than random [52], it 

would be interesting to determine if patterns featuring adjacent color sets sampled from real images 
would lead to a higher or lower frequency of detectable illusions. Another interesting anomaly which 

can be observed from this experiment is that despite the random nature in which they were 

generated and selected, the final four patterns appear quite similar to each other, all containing an 
inducer of violet hue. 

 
For the second color set, four observers participated in the experiment (1F, 3M) and for the 

remaining three color sets, three observers participated (3M). In both cases observer age ranged 

between 23 and 36, and two observers are authors while the remainder where naïve to the purpose 
of the study. All observers had normal or corrected acuity (20/20). 

 
Since, in this experiment, observers reported their perception of induction for each scale condition 

separately, we determine the correction to be applied to the target as the per channel difference 

between cinema and mobile responses. The raw experimental results are shown in Figure 16. Here 
we see the corrections reported by each observer, from mobile to cinema (the start of the arrow 

corresponds to their mobile scaling response, and the point corresponds to their cinema scaling 
response) against the inducer (red and blue triangles for 1st and second inducer) and target points 

(magenta star). Another trend can be seen in these data which was consistent among all sets tested, 
which is that corrections from the mobile condition to the cinema condition always point in the 

general direction of the original target value. This implies that the overall intensity of induction effects 

is related to spatial frequency. The level of inter-observer variability for each experiment set can be 
inferred here from the variance in direction and magnitude of mean corrections reported from each 

observer. It should also be noted that although equiluminance was not confirmed, in the case of all 
color sets the luminance correction reported by observers was not statistically significant, allowing us 

to focus on chromatic induction correction with this data and optimize separate correction methods 

for L* and a*b* channels. 
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Figure 16.  Raw response values (for sets 1-4, left to right, top to bottom) with vectors starting at the 

mobile scaling response and moving towards the cinema scaling response. Target (magenta star), 1st 
inducer (red triangle) and 2nd inducer (blue triangle) are also plotted. 

 

6.4 Optimization 
 

The luminance correction method was optimized to fit the achromatic experiment data as generally as 

possible, meaning that the mean observer response from each target bar width experiment were 
considered in the error function. By optimizing in this way, the method could be made to work 

generally for different spatial configurations. Since the corrections for the positive and negative 
contrast pattern sections were not symmetric about the original target value, the non-linear stages of 

the method are necessary to make a proper prediction. For this reason, the parameters of these non-

linear elements were included in the optimization process rather than being fixed. 
 

In Figure 17, the target luminance values for black and white sides for the corrected result are plotted 
against the observer luminance values. The spatially aware behavior of the method is demonstrated, 

as predictions follow the observer average responses within experimental error tolerances for all 

target bar width settings. 
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Figure 17. Kernel responses for negative (green) and positive (purple) contrast halves of test patterns 
shown in Figure 12., plotted over observer responses (orange, blue) for each target bar width setting. 

The central yellow line represents the original drive value for target bar. We can see that the kernel 
predictions remain within the experimental error tolerances. 

 

The method was optimized separately to predict the data from the chromatic experiment. The 
minimization function reports a weighted average between the error for a single point in the 

corrected target ring and the observer average response, and the root mean squared error between 
the entire full screen stimulus with method-corrected and observer response target values. Due to its 

complexity, the minimization function had numerous local minima which produced method versions 
which were generally effective to varying degrees. It was observed that the chromatic method could 

be easily optimized to predict any one color set, however the prediction of validation data was 

consistently challenging. Thus, the strategy of minimization was to test different initial parameters for 
the method as an attempt to lead the function to new local minima, for which the performance could 

be tested. A number of different combinations splitting up the four color sets into optimization and 
test data were tried. Results are shown below for the combination which produced the smallest 

maximum error considering all sets. In this case, sets 1-3 were used to train the model and set 4 was 

used to test.  
 

Table 6. Correction results. The first column represents the delta E 1976 distance between the 
starting value of the test ring and the mean observer correction to be applied to the mobile sized case 

to match to the cinema size. The second column shows the distance between the kernel result and 
the observer result, and the percentage improvement is shown in the final column. 

 

Original error After Correction % Improvement 

17.39 1.87 89.24 

13.20 1.95 85.23 

4.29 1.65 61.54 

15 8.18 45.48 
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Figure 18. 1st (red) and 2nd (blue) inducers, observer reported mobile-to-cinema corrected point with 
95% confidence intervals, and the predicted correction from our model (red star), with the original 

target ring value centered at the origin. 
 

The results of the chromatic experiments presented in Figure 18 clearly show that the original 

hypothesis (that contrast effects will shift towards assimilation with an increase in test pattern spatial 
frequency) can be broken. While three of the color sets showed this behavior, we can see that the 

first color set breaks the trend and is closer to requiring correction in the assimilation direction with 
respect to the second inducer. One pattern which may provide a clue to this differing behavior is 

related to the violet inducers which appear in each pattern. In all patterns for which induction effects 

behaved as expected, the violet inducer was directly adjacent to the test and was the primary 
induction influence. However, for the first color set, the violet field serves as the second inducer 

which is not directly adjacent to the test field, but still acts as the primary induction influence. 
Outside of this data, we also found patterns which broke our simple hypothesis in preliminary 

experiment iterations. From these iterations we observed that the luminance level of the 
background/surround and the hues of inducing and target patches to be relevant factors. This type of 

conflicting and paradoxical finding seems to be common in the study of induction, with many works 

being based on the discovery of scenarios which contradict previous findings [51, 53]. While this 
phenomenon can be found in all research topics and is a sign of progress, its frequency in this area is 

an indication that induction as a whole is still very much an open problem, despite its earliest formal 
works dating back nearly a century and a half. This can be justified by the fact that the phenomenon 

is the result of complex interactions involving both physiological and cognitive processes [54] on 

multiple visual pathways. It is this fact which makes it such an interesting topic in vision science, as 
to understand it thoroughly would be a great contribution to understanding the behavior of the 

human visual system. 
While the model was designed with the intention that it would always correct the test targets in the 

contrast direction, we have had some success in optimizing a kernel which works more generally. 
These results were garnered by model fitting using three chromatic sets and testing on a fourth one. 
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We have found that a different choice of optimization and validation sets produce somewhat different 
results, due to the optimization procedure falling in local minima. Due to this fact, and that induction 

data was gathered in a limited range of synthetic scenarios, the compensation method presented 
here is to be interpreted as a proof of concept and a work in progress as opposed to a procedure 

which is ready to be used in practical applications. 

A further interesting challenge is that the compensation value observers reported to adjust between 
mobile to cinema appearance could be outside of any given monitor gamut space, or outside of the 

gamut of physically realizable colors, depending on the position of the test target and the magnitude 
and direction of the induction shift between screen sizes. In these scenarios, induction effects will 

only be partially compensated for by the method. We encountered this issue with three of our four 
test sets and opted to clip all observer and kernel reported corrections to the Rec. 709 gamut. By 

doing this our model's results can be readily reproduced by the most common displays, including our 

own, which we used for visual proofing during its development. We later performed a preliminary 
analysis with input encoded under the larger standard color gamuts Rec. 2020 and CIE 1931 XYZ, 

where the clipping of observer corrections is smaller for the former and almost negligible for the 
latter. The results showed that the method makes corrections of similar accuracy when it is required 

to reach out into larger color volumes. 

In Figure 19, we illustrate the results of our induction compensation method on a small collection of 
natural images. We can see how in our results the colors are subtly but noticeable more vivid, e.g. 

the orange cone in the 1st row, the green teapot in the 3rd, the kid’s blue jacket and boots and the 
grass in the 4th row, the yellow fish in the bottom row. This increased vividness corresponds to a 

contrast enhancement in the chroma, which will be cancelled out by the visual assimilation (and 
resulting chroma contrast reduction) produced when observing the image under a smaller field of 

view; the relationship between contrast enhancement and more vivid colors is discussed in detail in 

[51, 55, 56]  
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Figure 19. Left: original images. Right: results of our method with parameters optimized for training 
sets 1-3. Notice in our results how colors are slightly more vivid, and the absence of visual artifacts. 

Images sourced from [57]. 

 

7 GAMUT MAPPING 
 

The increased bit depth requirements of HDR representations also allow for the use of wider gamut 
color spaces than those previously used in television and cinema, so these two specifications are 

often paired together. They also rely both rely on the perceptual concept of contrast, and thus 
dynamic range and color gamut operators often have a large impact on each other. Despite this, they 

are practically different problems and thus methods must be designed for handling them individually. 

In order to have a functional color management pipeline in which content can be transferred between 
these spaces, gamut mapping tools must be included, as standard linear transforms between 

primaries often require additional manual correction in order to avoid artifacts and maintain creative 
intent. 

 

7.1 Formulation 
 
In response to this need, an automatic, fast, and perceptually accurate gamut mapping algorithm 

(GMA) has been developed at UPF [52]. The method is based on retinal and color perception models 

from vision science and is designed to produce results that are visually faithful to the source input 
content. The method can be used for both cases of expanding and reducing the color gamut of 

images. The gamut adjustment can be described mathematically as a convolution kernel applied to 
the saturation channel of an image in the frequency domain. The convolution kernel is derived using 

eq. 21 where ℱ is a Fourier transform, ω is a Gaussian kernel with standard deviation 𝜎, and α and β 

are positive constraints. γ Is a positive constant in the case of gamut extension and negative for 

gamut reduction. This kernel is intended to mimic the difference of gaussians type filtering which 

occurs in the LGN when deriving color difference signals. After convolving an input image saturation 

by the derived kernel, a simple threshold function is then applied which prevents any of the pixels 
from becoming more saturated than the original image in the case of gamut reduction and vice versa 

for gamut extension. The case of gamut reduction is reiterated with an adjustment on the α term 

until the amount of out of gamut pixels found in the image is sub threshold.  
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                                            𝐾 = ℱ−1 (
1

(α + β − γ)+γℱ(ω)
)              (37) 

 

A working implementation of this method in the OpenFX framework running through DaVinci Resolve 
can operate at a speed of 4.5 frames per second on a late 2018 MacBook Pro (MacOS Mojave, Intel 

Core i7 2.6 GHz, 16GB RAM, Radeon Pro 560X 4096MB graphics) for the case of gamut extension 

using full HD footage. This implementation is not fully GPU optimized at this moment, and more 
accelerated speeds are expected once this improvement is made.  

 

7.2 Validation 
 

Also in [57], a series of validation experiments were conducted in which the output of the GMA was 

compared to several other academic methods for the same application. The experiment consisted of 
two setups each for gamut reduction and gamut expansion in which an image was transformed 

between P3 gamut and Rec709, and between P3 gamut and a 'toy' gamut derived for the experiment. 
This 'toy' gamut was designed such that its difference in area compared to P3 was proportional to the 

difference in area between Rec. 709 and Rec. 2020 on the CIE xy chromaticity diagram. All 

experiments were conducted in cinema-like conditions using a digital cinema projector (Barco-DP-
1200) and a large projection screen. 15 motion picture post production professionals participated as 

observers in each experiment. 
 

For the gamut extension case, input images were first clipped from the P3 gamut to the given test 

gamut, and then extended via the different methods back to P3. A pairwise comparison was then 
performed between two given method outputs using the original P3 source as a reference. The 

results for the toy gamut test which included the method of same drive signal (SDS) and the previous 
method of Zamir et al. [58] are shown in Figure 20a, while the results for the Rec. 709 test which 

compared against Hybrid Color Mapping [59] and Zamir et al. are shown in Figure 20b.  
 

For the gamut reduction trials, the P3 source images were simply mapped down to the two test 

gamuts by the various methods and were compared in their quality of reproduction of the original P3 
source. The results for the toy case in which the algorithm was compared against the methods of 

LCLIP [60], Hue Preserving Minimum DE (HPMINDE)[61], Alsam and Farup [62], and Schweiger et al. 
[63] are shown in Figure 20c, and the results for the Rec. 709 case in which the best performing 

methods from the previous case are tested (Schweiger et al. and Alsam and Farup) along with a 

custom conversion LUT from Moonlight Cinema, the post production facility which hosted the 
experiments. In Figure 20d the custom LUT, which is generally the preferred method of colorists for 

converting between color spaces, outperformed the proposed GRA.  
 

The ranking data from these experiments was further used to compare to results provided by various 
image quality metrics. Further details can be referenced in [57], but the results showed that these 

image quality metrics are not adequate for the optimization or validation of gamut mapping 

algorithms, as none of them followed the rankings of the observer data from this experiment.  
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(a) (b)

(c) (d) 

Figure 20. Validation results for (a) gamut extension ‘toy’->P3, (b) gamut extension Rec. 709->P3, 

(c) gamut reduction P3->’toy’, and (d) P3->709. 
 

 
 

 

8 METHOD INTEGRATION ARCHITECTURE 
 

8.1 Background 
 

Since all the methods presented here were designed to mimic a specific function of visual processing, 

special care must be taken if they are to be used in conjunction with one another. While the exact 
ordering of these visual processes is unknown, and many happen simultaneously, one can make 

logical inferences of an ideal ordering based on the expected method inputs or processing steps, and 
vision science literature. Another consideration that must be taken when using the methods together 

is that each of them is designed to take an input of graded content from one viewing scenario and 
output the related image given a second viewing scenario which differs in terms of some relevant 

parameter(s). Thus, they wrap together the forward visual process given the parameters of the initial 

viewing scenario and the inverse visual process given the parameters of the destination scenario. This 
means that in order for the methods to be used in conjunction, their forward and inverse operations 

must be split in some way so that they can be properly nested. Here, we do this by assigning 
parameters for an intermediate representation space which are justified by vision science. 

 

8.2 Proposed Architecture 
 
Given the methods presented here, and some transformation situation in which the reference and 

destination viewing scenarios differ in terms of observer physiology, ambient illumination color and 

brightness, and display size, dynamic range, and color gamut, the following architecture is proposed: 
 

1. The linear RGB drive values are cascaded with the reference display spectral power 
distribution and the categorical CMF of the observer to obtain per-pixel LMS excitation values, 
using the process described in equations 1-7. The resulting 3x3 matrix 𝑚𝑎𝑡1 converts the 

linear RGB drive values to LMS excitation values. 
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2. The effective white 𝐼𝑤 of the reference viewing environment is determined via the degree of 

adaptation model, and a von Kries transform is applied to the LMS excitation values 
transforming from this 𝐼𝑤 to D65. D65 is chosen as the white point parameter for the 

intermediate image representation space as it is a commonly accepted white point for motion 

picture scenarios. For simplicity, LMS values for D65 can be derived using standard 1931 
colorimetry. 

3. The adaptation balanced LMS values from the previous step are then passed to the tone 
mapping method for graded content including the modifications for considering ambient 

luminance level. The output parameters for this step are set for a display with a peak 
luminance of 100 𝑐𝑑/𝑚2 and a contrast ratio of 100:1 based on the fact that the output curve 

of the tone mapping function using this output level is quite similar in shape to the response 

curves of neurons in the visual system, and due to evidence that neurons can only encode 

information up to two orders of magnitude. 
4. The output of the tone mapping step is then passed to the induction correction method. In 

this case, the conversion to LMS values and retinal non-linearity steps can be bypassed as 
they are analogous to steps 1 and 3 of this architecture. The tone mapped LMS values can be 

converted in this stage directly to opponent channel space and chroma and luminance 
channels can be passed to their appropriately derived kernels. After the kernels are applied, 

the result is converted from the opponent space back to LMS values. 

5. Next, the inverse tone mapping method is applied to induction corrected LMS values, given 
the parameters of the internal representation space and those of the destination viewing 

condition. 
6. The effective white reference of the destination condition is determined given the degree of 

adaptation model, and a transform is applied to the tone mapped LMS values from D65 to 

this new effective white. 
7. Equations 8,9 from the metamerism discussion can be used to find the proper transform from 

LMS to linear RGB display drive values given the properties of the destination display and 
observer. 

8. As a final step, the gamut mapping method is applied to the image considering its input and 
output gamut space. While this method does have a correlated visual process, it is reserved 

for the end of the pipeline as it is intended to transform between display gamuts and thus 

makes a trade-off between preserving image detail and preserving the saturation appearance 
of images, generally resulting in some loss of detail. 

 

8.3 Validation 
 
While each of these methods has been independently validated and/or optimized in some manner, it 

is obvious given the architecture described above that methods are dependent on one another and 
thus require further validation (or re-optimization) if they are to be used in conjunction with each 

other, an example being the case of induction correction where stages are directly replaced with 

other methods in the pipeline. The most straightforward way for this to be done would be to simulate 
a series of viewing scenarios which differ in terms of all relevant parameters listed above, however a 

direct comparison between these scenarios would not be possible as they heavily affect the adapted 
state of the observer. Thus, any comparison between the two would require adaptation time to be 

observed, meaning the observer would need to memorize the reference condition to compare to the 
test. A possible way that this could be circumvented would be to conduct the validation experiment in 

the same fashion as was done in the case of tone mapping - where images in one viewing scenario 

are manually graded to match those from another viewing scenario. This would still rely on the 
memory of the colorist, but since this part of the experiment is limited to a single individual, more 

time could be taken proofing matches. This solution is still problematic, however, as it would rely on 
the grading tools available to the colorist, which in and of themselves are very rough approximations 

of visual processing and thus limit the quality of match which could potentially be made, even if the 

memory element of the matching process were perfect. 
 

An additional challenge in validating these methods is that no other method exists (to the best of the 
author's knowledge) which accounts for all of the visual processes addressed here (observer 

metamerism, chromatic adaptation to the surround, contrast adaptation to the image dynamic range.) 
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In order to have a benchmark for comparison, new architectures would have to be created combining 
parts from other individual methods. Alternatively, competing methods could be inserted into the 

architecture in their place, and their performance can be validated on a method by method basis, but 
still in the context of the architecture. Otherwise, the validation experiment could only communicate 

the relative match quality between method input and output or be compared to the null case where 

the same image is displayed in both viewing scenarios. 
 

8.4 Discussion 
 
As stated previously, each of the components in the combined model were validated independently, 

and thus can be removed, used in isolation, replaced by other methods which were designed for 

accomplishing the same task, or used in the context of other color management architectures (ex. the 
proposed degree of adaptation method could replace the existing one in CIECAM02). There are a 

number of reasons why this may be useful. For example, if the correction applied by a given method 
is related to a parameter that is not changed between the reference and destination conditions, that 

method can be removed from the pipeline and replaced, if necessary, with something more generic. 

For instance, if the reference and destination are spectrally similar displays to be viewed by the same 
observer, a simple CAT02 LMS matrix can be applied to transform input values into LMS cone 

excitations. If the environmental conditions are not relevant (e.g. dark surround) the chromatic 
adaptation and surround luminance steps can be removed outright, as they require no replacement. 

If it is the case that the destination and reference display are of the same dynamic range, the tone 

mapping function can be removed and replaced with the retinal non-linearity originally proposed to be 
used in the induction correction method. In the event that the architecture be used without the 

induction correction method (for lack of necessity or due it being in an early stage of development), 
the tone mapping could transform directly to the destination dynamic range and proceed through the 

remaining steps of the model. While these modifications would not be trivial to execute, we simply 
point out the possibility for further development/customization. 

 

 

9 NUMERICAL OPTIMIZATION 
 
While the computational complexity of each method in isolation is relatively low, their use in 

conjunction poses a challenge to real-time performance. Extensive work has been conducted to 
implement the methods in an optimal way, and we report the following strategies we are currently 

using to improve processing time. 

 
- The use of LUTs for all non-image-dependent methods (observer metamerism, chromatic 

adaptation to the surround). Since these transforms only need to be derived once for a given 
viewing scenario pair, a single lookup table accounting for their part in the processing pipeline 

can be developed and reused on all frames, shots, projects, etc. to be viewed under this 

scenario 
- CPU optimized architecture. Both CPU and GPU optimizations were considered, but as the 

code being run is in continual development, a CPU-only architecture was chosen for flexibility 
and ease of maintenance. CUDA or OpenCV functions could be used to perform expensive 

operations on the GPU, however the roundtrip time of the memory being transferred between 
the CPU and GPU would outweigh the performance gains. 

- Performance hotspots included calls to logarithm and exponential functions, as they required 

computation for each individual pixel. As a solution, processes were performed in two phases 
1) Splitting the image between available threads, each populating their own histogram table. 

2) Once all threads have completed, in a single thread, combining each of the thread’s tables 
into one cumulative table. Having each bin record the cumulative count improved speeds 

when obtaining either the cumulative counts or individual bin count for computing statistics. 

- Another problem area in the code was the application of the tone curve to images. A solution 
was developed to split and process each part of the image in a separate thread which 

improved performance twofold. This involved calculating a 65x65x65 3DLUT per frame and 
then applying the LUT to the frame using linear interpolation. The same strategy described in 
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the previous point was used when calculating LUT values as well as applying the LUTs to 
images. 

- Upon the finalization of these methods, they can be implemented as GPU code. This would 
lead to improvements in all of the aforementioned strategies as the operations can be split up 

by a similar scheme as is used on the CPU, except over the large number of processing units 

in the GPU as opposed to the limited number of CPU threads. 
 

10 CONCLUSION 
 

Fundamental research has been conducted or planned for the development of a series of color 

management tools which intend to translate the appearance of images between viewing scenarios 
that vary in terms of viewer, display spectral power distribution, size/viewing angle, dynamic range, 

color gamut, and ambient illumination color and luminance. In each case, this was done by 
addressing the relevant vision and color science background, determining appropriate visual 

processes to mimic, developing models which resemble their known behavior, and 
optimizing/validating models through psychophysical experiments which for the most part relied on 

natural images as stimuli and used laboratory setups and tasks directly inspired by post-production 

workflows. These methods and the corresponding research conducted are presented here, as well as 
a suggested architecture for their combined use and details regarding the real-time implementation of 

methods. 
 

The methods are in different stages of development to one another, and all are works in progress, 

however their basic architecture is modular such that the continued development of component parts 
can be carried out in parallel and the interaction between combinations of components can be 

isolated and evaluated. Additionally, the architecture allows for its component parts to be replaced by 
related methods from industry/academia or have its component parts used in alternative color 

management architectures. In addition to experimenting with these different combinations, other 

relevant topics for future work include extensions of the models considering the temporal domain, a 
thorough validation for the architecture employing different viewing scenario translations, as well as 

the further development and improvement of its individual component parts. 
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